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Abstract. Large-scale scienti�c investigation often includes collabora-
tive data exploration among geographically distributed researchers. Th e
tools used for this exploration typically include some communicative
component, and this component often forms the basis for insight and
idea sharing among collaborators. Minimizing the tool interaction re-
quired to locate \interesting" communications is therefore of paramoun t
importance. We present the design of a novel visualization interface for
representing the communications among multiple collaborating authors ,
and detail the bene�ts of our approach versus traditional methods. Our
visualization integrates directly with the existing data explorati on inter-
face. We present our system in the context of an international research
e�ort conducting collaborative analysis of accelerator simulations.
Keywords: multiple location collaborative design applications, informa-
tion visualization, user interaction, cooperative visualization

1 Introduction

Many human endeavors require the combined intellectual horsepower of mul-
tiple collaborators. Frequently several collaborators work from geographically
disparate locations, and less convenient means of communication are necessary.
The ubiquity of networked computers has provided a variety of electronic com-
munication methods to address this need. One interesting technique for remote
collaboration is the \post-it note" method for collaborative annotati on. Using
this method, collaborators can attach annotations to points of interest in a data
set within the primary investigation tools.

Despite their obvious utility, collaborative annotations have some drawbacks,
primarily due to their typical presentation in the user interface. Most often, an-
notations are shown as a textual list of titles, perhaps augmented with size
information, authorship, or a time stamp. As the investigator works within the
collaborative software, the list changes to re
ect the currently selected data.
This presentation method fails to e�ectively illustrate underlying annotation
patterns. For example, it is di�cult to determine which data points are dis-
cussion \hotbeds," to identify heavy contributors, or to understand the overall

? yuewan@ucdavis.edu
?? jjshearer@ucdavis.edu

? ? ? ma@cs.ucdavis.edu



2

temporal evolution of the annotations. This lack of clarity contributes to collab-
orator information overload, which can impede a discovery available onlythough
combined thinking. Visually separating the annotations from the data places an
unnecessary navigation burden on the user, particularly when a large number of
annotation operations are necessary.

We propose VICA, a novel visualization interface which clearly illustrates the
collaborative annotations, and greatly simpli�es the navigation of these docu-
ments. VICA presents far more annotation information than traditional display
methods. The interactive mechanisms o�er even more annotation information,
including overall temporal evolution of annotation creation. The visualization is
integrated directly with the existing data set displayed in the investigator 's tool.
With VICA, collaborators can now e�ectively and e�ciently answer questions
such as \Where have my co-workers been recently focusing the most attention?",
\Which annotations by Maria contain the most content?", and \Which data
points have substantial annotations written by Bob?". These types of questions
could only be answered with great di�culty using traditional displays, yet VICA
answers them at a glance.

The impetus for our work came from the ModeVis project, an existing online
collaboration system. Our data sets come from the International Linear Collider
(ILC) project [1]. Researchers from SLAC (Stanford Linear Accelerator Cen-
ter), KEK (High Energy Accelerator Research Organization) in Japan, DESY
(Deutsches Elektronen Synchrotron) in Germany, and various U.S. national labs
use ModeVis explore data from the ILC project. In ModeVis, a data set consists
of a group of points displayed on a two-dimensional area, and both the horizontal
and vertical axis carry meaning for the scientists. Figure 1 shows the ModeVis
interface. A key component of ModeVis is the collaborative annotation feature.
Our goal was to keep the visualization intuitive and conceptually simple, so that
the myriad of presented information would not overwhelm the utility. Though
ModeVis drove our initial design, our system could bene�t any collaborative sys-
tem with a 2D data navigation mechanism in which the relative point positions
are important.

2 Related Work

Vi�egas [2] et al. presented the history 
ow visualization, a technique for e�ec-
tively presenting the collaboration of many authors on a wiki article. Their work
focus primarily on visualizing the evolution of a single, co-authored document.
Document visualization drives much research, of which [3], [4], and Granitzer's
InfoSky [5] are examples. The Galaxy of News [6] also presents a means of nav-
igating and understanding large, interconnected document collections.

Space partitioning visualizations are a widely used type of information dis-
play. Balzer [7] describes the use of voronoi diagrams to augment previous
treemap algorithms. Heilmann [8] provided a space-�lling technique which used
rectangular partitions. Our method also utilizes space partitioning using voronoi
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diagrams. However, our visualization is integrated with an existing 2Dinforma-
tion display, and the data points in this display constrain our partitions.

Weber [9] described Spiral Graph, a technique for the visualization of time
series. Shanbhag [10] used a tree ring visualization to present temporal ordering
of data. Growing Polygons, presented by Elmqvist [11], graphically represent
the causal relations and information 
ow in an interactive processing system.
Yang [12] proposed a radial hierarchy visualization which supports and extensive
set of user interactions, and includes multi-focus distortions, interactive hierarchy
recon�guration, and various forms of selection. Our system also uses rings, yet
we vary the width to carry another dimension of information.

ThemeRiver [13], presented by Havre et al., is a visualization which can depict
how a collection of documents varies thematically over time by using a river
metaphor. ThemeRiver could be considered complimentary to our technique, as
VICA does not consider thematic content of the document collection.

VICA aims to provide not just a visualization of the document set, but to
do so within the context of another, position-constrained data set.

3 Voronoi Interface

Displaying the annotations for a point separately from the data only increases
the interaction burden on the users, as it requires visual re-orientation and se-
mantically separates data which should be strongly visually connected. A better
approach, which we use, is to combine the data and associated annotations into
one view. In the exploration display, each point is surrounded by concentric
voronoi growth rings, one for each annotation. The total area of the surrounding
rings is proportional to the total annotation content size, so that point s with
proportionally more annotations are given more space during partitioning.The
voronoi rings have variable width, with larger annotations having proportionally
thicker rings. Ring color coding denotes annotation authorship, and each point
is colored using the heaviest contributor's color. These basic features are shown
in Figure 1 right. Note the clear visibility of larger content annotatio ns, and
how the concentricity of the voronoi diagrams servers to emphasize the point
positions.

3.1 Partition Generation

In order to integrate the annotation visualization with the existing data navi-
gation area, we required a method for assigning each data point an area within
which we could represent its annotations. We wanted to completely utilize the
space, both overall and within each point's assigned region, while avoidingany
overlapping. Further, we wanted a method which would dovetail with our use
of growth rings. Circular or elliptical regions �t the latter criteria, but vi olate
the former in that they leave gaps in the resulting visualization. Rectangular
partitioning succeeds in maximal space-�lling, but does not produce a visually
pleasing result when combined with growth rings. Voronoi partitioning delivers
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Fig. 1. The left image is the ModeVis interface. VICA's deals primarily wi th the point
display area on the left. The right image is an overview of a ModeVis dat a set with 50
points.

on both requirements { it utilizes all available space while producing convex
shapes that handle the growth-ring concentricity nicely.

VICA uses a simulated annealing (SA) algorithm to adjust the point posi-
tions so that the area of the generated voronoi cells re
ect the proportion of
annotation content for each point. Simulated annealing is a global optimization
method named for a metallurgical technique in which a material is subjected
to controlled temperature changes in order to reduce defects. Increased temper-
ature frees atoms and allows them to naturally wander through various states
of energy. Subsequent controlled cooling eventually \freezes" the atoms into an
improved state with lower internal energy. Likewise, SA optimization involves
incremental adjustments of the overall arrangement towards the desired goal.
Simulated annealing is tolerant of small, non-optimal changes as long as the
overall change progresses towards the optimal solution. In our case, we wanted
the size of the cells to be proportional to the amount of annotation content rela-
tive to the whole data set. Our acceptance test not only checks for progressively
improved voronoi area, but also ensures that the relative positions of all points
remain unchanged.

3.2 Growth Rings

Growth rings are a space-�lling visualization for intuitively representing t ime-
ordered data. This technique derives directly from nature, adapting the concept
of the annular rings found on tree cross-sections where the innermost rings rep-
resent the earliest \events." VICA represents each annotation with a growthring
centered on the related point, using creation time for ordering. This trivializes
the task of locating annotations for a given point. The time endpoints, both
starting and ending, could be adjusted either automatically or by the users to
re�ne the amount of presented information. For example, using last login time
as the earlier endpoint would likely �t most real-world usage patterns, in which
users are most interested in recent developments. However, it's important toal-
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low user adjustment to the presented timeline, so that they can revisit interesting
past annotations as necessary.

Each author in the system is assigned a unique color, and annotation author-
ship typically dictates ring color. However, the user can choose to interactively
change the basis of ring color.

In our system, we desired an easy way to quickly identify annotations of
greater length, based on the assumption that these are the most likely to be
interesting. For example, one can imagine a substantive, interesting annotation
that inspires several short and relatively meaningless responses. Without some
di�erentiation, a user would have to look at each note in turn, even when few are
of interest. We already partition our display space such that the most-annotated
points are given more ring space, so to identify the longest annotations, we
need only vary the internal ring widths in proportion to relative annotation
length. Note that using voronoi diagrams and the basis for growth rings, di�erent
portions of a ring can have di�erent thicknesses. However, if one imagines a radial
line traced from the center point to the edge of the outermost ring, it's clear
that width proportions remain constant in all sections. No matter what path a
user's eyes take, she will see an appropriate representation of relative annotation
lengths. With VICA, it's quite easy to pinpoint the longest annotations.

Saturation We utilize growth ring color saturation in four ways in our visual-
ization, three of which highlights distinct properties of the visible annotati ons.
Two of these views use the concept ofbaseline saturation, which is simply the
lowest saturation utilized at a given time. Baseline saturation is interactively
adjustable, as described below in Section 3.3.

In the default \hill" view, we use saturation to emphasize those points with
many annotations, thus identifying data points which have generated relatively
more \conversation." We achieve this emphasis by using the baseline saturation
for the outermost ring of each point. Saturation increases with each step towards
the center, as in Figure 2 left. Therefore, points with many annotations will have
more saturated centers, giving them a pronounced, hill-like appearance.

Hit count is the number of total annotation views for a point since a speci�ed
time. A point with a high hit count is likely of interest other users, so we provide
a second use of saturation to highlight such data. The point with the lowesthit
count is assigned the current baseline saturation. Figure 2 right demonstrates
this use.

We also utilize saturation to provide an overview of the relative creation times
of the visible annotations. This feature facilitates the immediate identi�cat ion
of the most recent annotation activity, useful for highlighting the data that ha s
recently captured the interest of other users. The saturation scheme is similar
to that employed in our \hit count" mode. The oldest annotation in the entire
set is assigned the baseline saturation, and other annotations are proportionally
more saturated depending on their creation time. (Figure 3 left).
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Fig. 2. An example of \hill" saturation (left) and \Hit count" saturation (right).

Fig. 3. In the left image, saturation is used to represent the global creation ti me of the
annotations. The right image is an example of author subset selection.

3.3 Interactive Features

While a static picture using our technique conveys a substantial amount of an-
notation information, user interaction presents even more possibilities.

Saturation Adjustments We noted above in Section 3.2 that our system
provides various usages of saturation, and each produces a di�erent coloring of
the annotation data while leaving the size, placement, and ring thickness intact.
These saturation functions all represent useful and interesting information for
system users.

The baseline saturation is a key parameter in our visualization. Because
our visualization coexists in the same display space as the original data, it's
imperative that our visualization remain unobtrusive. In this case, a lower base-
line saturation is preferable as it produces a visually \quiet" image. However,
low saturation might impair the investigator's ability to accurately determine
annotation authorship, or count the rings around a data point. Essentially, cer-
tain situations call for di�erent settings, sometimes signi�cantly so. Ther efore, a
prominent control is the baseline saturation adjustment slider. It allows the user
to set baseline saturation to any point on the entire available range (0to 255).
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We have found that exploration with this control in the various saturatio n views
(hill, hit count, global time) produce useful, uncluttered, and visually pleasing
results for a variety of users and display methods.

Annotation Navigation As the user mouses over the region assigned to a
given point, the associated annotations are drawn with uniformly high color
saturation. Double-clicking on an annotation's ring causes the associated text
to appear in a 
oating window superimposed over the main display area. By
presenting the text close to both the data point and the ring, we reinforce the
user's mental association between the annotation and the location. Later, ifthe
user attempts to locate a remembered annotation, but cannot initially recall the
associated data point, this spatial reinforcement would likely prove useful.

Author Focus It's likely that in a large collaborative e�ort, people will nat-
urally gravitate into e�cient subgroups of compatible individuals. Or perhaps
certain authors produce more insightful, more useful data set commentary. What
if an user simply wants to easily see all data points on which he has worked,
and those he has accidentally missed? In all of these scenarios, users need the
ability to prominently display annotations authored by speci�c people. VICA
delivers this ability by allowing the selection of one or more authors via a special
interface control. Annotations written by any members of the selected subset
are shown with full color saturation, as depicted in Figure 3. If the user does
not want to adjust the baseline saturation away from some otherwise optimal
position, we provide a toggle-able option to render annotations by non-selected
authors in grayscale.

Temporal Evolution VICA also allows users to interactively animate the evo-
lution of annotation creation over a given time period. At time zero, all anno-
tations are completely de-saturated; only the data points are visible. Using a
slider control, the user can advance and \rewind" time. Annotations are ren-
dered with progressively more saturation as their creation time arrives and then
passes. At the exact moment of creation, annotations are surrounded by a bold
red border, so that they brie
y 
ash as they appear and disappear. The end
result of this interactivity is an interesting animation in which annotat ions grow
outward from the points in clearly visible spurts. It's easy to see whichpoints
piqued researcher interest early in the investigation, which were revisited, which
produced rapid conversations, and which were essentially ignored.

3.4 Scalability Issues

For our system to have real-world utility, it must scale. The �rst litmus tes t of
scalability is the general overview picture. Does it retain its illustrative properties
when displaying signi�cantly more data points? To answer this question, we
tested VICA using a data set approximately ten times the size of a typical
ModeVis data set.
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Fig. 4. A 298-point data set with point display enabled (left). The same 298-point data
set with point display disabled (right). For large data sets, this can serve to clarify the
overall visualization, while still showing the general point locati ons.

Point Display We immediately noticed that while the visualization still worked
well on the large data set, the data points had become a distraction when working
with the background annotation display. However, we also noticed that the use
of voronoi rings centered at the data points obviated the need for points at this
level of scale. We added a control to selectively enable and disable the display
of points, and images with and without points are shown in �gures 4.

Zoom When a large number of rings surround one point, the relative thickness,
author coloring, and saturation can easily be lost in the noise. Sensible selections
for the represented time range can greatly reduce the threat of this problem, and
a range slider with adjustable endpoints could serve as a time �lter. Zooming
provided an intuitive solution to both issues.

If the user mouses over a point's annotation region which falls below a given
threshold, then system uniformly scales that region to an acceptable size. Rather
than deform the neighbor's regions during presentation of a scaled region, the
system temporarily allows the scaled region to overlap its neighbors.Once the
user navigates to another point, the region returns to its normal size and the
neighbors are uncovered. This aspect of zooming e�ectively addresses large data
sets. To more speci�cally deal with the \many rings" scenario, we allow a user
to select a point's voronoi region with the mouse and keyboard, and manually
scale it to an arbitrarily large size as in Figure 5 left. At any zoom level, the
user can interact with the modi�ed region. With this feature, even regions with
large numbers of annotation rings become visually legible and surrender their
information. When a user manually selects a zoom level, her choice is saved.
As she continues to mouseover other regions, they will be zoomed to the same
level. Not only does this help with UI continuity, but we felt that situations in
which one region had su�cient rings to warrant manual zoom would like have
many more. Saving the user-chosen manual zoom level prevents the user from
repeatedly �nding the \best" level for the current data set.
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Fig. 5. An example of user-de�ned zoom size (left). Focus plus context used to disam-
biguate a populous region (right).

Focus+Context We have added a simple focus+context feature to our system
to further cope with the above-mentioned problems. Using the mouse, a user can
select a vertical slice of the display area. She can then horizontally stretch the
area, which pushes neighboring points aside and widens the vertical portions of
the region's voronoi rings. This feature, like zooming, can help users handle a
single data point with many annotations. But unlike zooming, it can also clarify
a densely populated region of points, as demonstrated in Figure 5 right. VICA
allows users to use zooming and focus+context in concert if desired.

Grouping A large number of authors, all represented by a di�erent color, could
cause our visualization to devolve into a rainbow of confusion. The author focus
features can help mitigate this problem in cases where all authors are unrelated.
Usually, however, some natural grouping of these authors (e.g. organizational
a�liation) exists. For these cases, we have developed author grouping features
in our system. We assign each group a base color, and assign authors within
that group a slightly hue-shifted variation of that color. Annotation ri ng col-
oration, saturation, and subset selection behave exactly as described for individ-
ual authors. For situations with many group-a�liated authors, this presenta tion
greatly reduces apparent clutter, and can provide a more useful overview. Fur-
ther, it allows an investigator to understand the annotation authoring behavior
of entire participating organizations. Combined with the timeline animatio n de-
scribed in Section 3.3, grouping could also serve to demonstrate how a particular
organization's participation grew as more a�liated authors joined the coll abo-
rative e�ort. Figure 3 right shows an example of group selection.

4 Discussion

Highlighting the advantages of our voronoi interface is best accomplished through
comparison against a more common method of displaying annotations. We brie
y
describe such a method in Section 1. In this example system, annotations for
a selected data point are listed in a separate UI control. Each item of the list
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contains the annotation author, size, creation time, and hit count. As with most
common UIs, this list can be sorted by each attribute by clicking on the appro-
priate column header. As in ModeVis, this system has some way to alert users to
the presence of news annotations. The following sections identify several annota-
tion navigation tasks we have found to be of interest to users. For each scenario,
we discuss the interface gymnastics necessary with the traditional text view, and
show how VICA improves the situation.

4.1 Identifying \interesting" points and content

Active points are those that inspire extensive conversation, and they are likely
of interest to all system users. In our visualization, a user can immediately no-
tice the points with many rings, yet the traditional system requires on-by-one
examination of all points to see which has the longest list. The same situation
holds for points with high hit count, which designate heavily-read annotations.
We show high hit count via saturation, which requires only that the user switch
saturation views. Yet the text-based system requires seemingly endless mouse
interaction, and requires that the user remember many counts for mental com-
parison. If a user is only interested in high-content annotations, they need only
click the thickest rings they see. Perhaps they want to examine only the most
recent annotations. Again, our visualization (using the time saturation view) of-
fers this with almost not user e�ort. For almost any de�nition of interesti ng, our
visualization o�ers a low-e�ort, high-information-yield view. The seemingly end-
less clicking, re-orientation, and processing required by the traditional system is
frustrating, particularly when it's an unavoidable part of daily research.

4.2 Identifying under-annotated points

The traditional display shows annotation-free points well { they are designated
with a di�erent color. But it does not show under-annotated points. VICA high-
lights these points in a variety of ways: relative partition size, low saturation in
the \hill" view, and via low ring count.

4.3 Identifying interesting authors

Similar to the above scenarios, it's possible to discover interesting authors using
the hit count saturation view. If the most-saturated rings in the display are all of
a single color, then that author is frequently read, and is likely quite interesting.
This task has no obvious work
ow in the traditional display. Mentally jugg ling
listed hit counts while switching between points would work, but is likely far too
di�cult to be realistic.

4.4 Selecting preferred authors

Users will likely want to read (or avoid) annotations by certain authors. In the
traditional system, a user can �nd a speci�c author's annotations easily, but
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only for one point at a time. The overview we provide again proves invaluable,
as it clearly distinguishes all posts by the selected authors for every data point.
Author selection is particularly e�ective for this task when combined with the
ability to temporarily de-saturate all other authors.

4.5 Uncovering collaboration patterns

By selected di�erent subsets of authors, users can discover patterns of annotation
authorship (Figure 3 right). Perhaps two people frequently work on the same
data points because they have compatible ideas, work habits, or simply because
they inspire each other. Our visualization highlights such patterns easily, while
they are essentially invisible using the traditional view.

4.6 Examining data analysis evolution

Other than directly comparing annotation time stamps between all time points,
the annotations lists provide no facility for understanding the overall evolution
of the data analysis. Our time slider animates the progress of annotation creation
in intuitive manner.

These examples serve to highlight the versatility of our visual interface, the
power of which clearly derives from overview it provides. Because we place the
annotation rings around the associated point, a user never need look away from
the main navigation area to examine their collaborator's contributions. Because
we provide the ability to adjust the baseline saturation, the user can tailor the
overall visualization so that it works on diverse displays and �ts a wide range of
user preference.

5 Conclusion

We have presented VICA, a novel interface for visualizing collaborative annota-
tions. We discussed how VICA's overview, combined with its speci�c interactive
features, provide signi�cantly more information than traditional list-ba sed dis-
plays. Little to no user interaction is required to uncover the most interesting
annotations, authors, and conversations. We have shown how VICA can assist
in understanding how the exploration of a particular data set evolved, and how
it can illuminate patterns in author (and group) collaboration.

We designed this visual interface with the requirements of real-world collab-
orative scientists in mind, and VICA will soon be used daily by the ModeVis
researchers. Though the needs of the ModeVis user base drove our initial design,
we have much hope for the broader application our our system. With further
research, we expect to generalize this technique to a wider range of applications,
such as online discussion forums.
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